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Warm-up Quiz

var a, b;

var x = {};

x[a] = 23;

console.log(x[b]);

What does this JavaScript code print?

Nothing 23 undefined false
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Warm-up Quiz

var a, b;

var x = {};

x[a] = 23;

console.log(x[b]);

What does this JavaScript code print?

Nothing 23 undefined false

Have value undefined

Write and then
read ”undefined”
property of x
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Vulnerabilities

■ Software bug that enables an attacker
to perform an unintended,
security-critical operation

■ Examples

□ Heartbleed: Attacker could read chunks of

memory via bounds-checking bug in OpenSSL

□ Log4Shell: Attacker could trigger code
execution via crafted log messages given to
Apache Log4j
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Detection of Vulnerabilities

■ Goal: Find (and then fix)
vulnerabilities before attackers do

■ Multi-billion Euro industry

■ Various tools and techniques

□ Static code scanners (e.g., CodeQL, Semgrep)

□ Fuzzing (e.g., AFL, libFuzzer)

□ Vulnerability management (e.g., GitHub

Security Advisories, Snyk)
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Proof-of-Concept Exploits

■ Not every bug can be exploited by an
attacker

■ Exploit: Attack code that takes
advantage of vulnerability to cause
unintended behavior

■ Proof-of-concept (PoC) exploit:
Minimal version that shows feasibility
without causing any real harm
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Kinds of Vulnerabilities

■ Command injection

■ Code injection

■ SQL injection

■ Path traversal

■ Unsafe deserialization
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Targets to Analyze

■ “Target” = software package with one
or more known vulnerabilities

□ Vulnerabilities are injected by us

■ Toy vs. real targets

□ Use toy examples to get started

■ Public vs. hidden targets

□ We’ll use held-out targets for grading
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Starter Analysis

■ Simple and naive (yet executable)
analysis to get you started

■ AST visitor looking for calls to
os.system(command)

■ Hard-coded exploit generator

Works only on a single toy target!
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Your Analysis

■ Full freedom to combine

□ Static analysis

□ Dynamic analysis

□ LLM-based analysis
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Your Analysis

■ Full freedom to combine

□ Static analysis

□ Dynamic analysis

□ LLM-based analysis

E.g., for finding entry points and
potential sinks, for reasoning about
reachability, or for extracting relevant
code snippets
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Your Analysis

■ Full freedom to combine

□ Static analysis

□ Dynamic analysis

□ LLM-based analysis

E.g., for tracking data through the
target’s code or for finding and fixing
runtime errors of exploits
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Your Analysis

■ Full freedom to combine

□ Static analysis

□ Dynamic analysis

□ LLM-based analysis

E.g., for reasoning about selected code
snippets, for crafting input values, or for
generating candidate exploits
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Validation of Vulnerabilities

■ Each vulnerability report must contain

□ Target id

□ Vulnerability type

□ Location (file path + line or function)

□ Description

■ We’ll check your reports against
known vulnerabilities
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Validation of Exploits

■ PoC exploits will be executed in
isolated environment

■ Goal depends on kind of vulnerability
□ Command injection:

Execute touch "$EXPLOIT MARKER"

□ SQL injection:

Print a database row that usually isn’t

accessible
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Docker Environment

■ Docker: Isolated, portable environment

■ In this project: Used for development
and grading

■ Dockerfile to specify container

■ make commands to

□ Build container

□ Run your analyzer

□ Run PoC exploits and validators
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LLM Policy

■ Must use provided query llm API

■ Uses OpenAI’s gpt-5-nano model by
default

□ You may use other models during development

□ Grading will use default

■ Budget limit of USD 0.01 per hidden
vulnerability
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Submitting Your Project

■ Single zip file with all necessary code
via Ilias

■ PDF file with report explaining your
analysis (max. 4 pages)

■ Ensure that

□ Docker container builds (incl. third-party deps.)

□ Analyzer runs on all targets

□ Outputs follow required format
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Mentoring

■ Each student has a mentor

■ Meet them during progress meetings

■ Mentor assignment and meeting
dates: Message in Ilias

Widni Pascal
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Git Repository

■ Create a private repo on GitHub

■ Share it with your mentor

□ Widni’s username: GeraldineGalindo

□ Pascal’s username: Pascal-Joos

■ Useful for version control and for
feedback by your mentors
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Milestones

■ Milestone 1

□ Command and code injection

□ Toy examples for them

■ Milestone 2

□ SQL inj., path traversal, unsafe deserialization

□ Toy examples for them

■ Milestone 3

□ Generalize to real-world examples
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Grading

■ 25%: Progress meetings and final
presentation

□ Can you present and explain your work?

■ 50%: Implementation and results

□ Does the analyzer find vulnerabilities and

generate successful exploits?

■ 25%: Report

□ Clearly described and illustrated?
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Timeline

■ Progress meetings

□ June 1–5

□ June 15–19

□ June 29–July 3

■ Final presentation:
July 13–17

■ Project due:
July 17


