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Warm-up Quiz

one = all([])
two = all([[]])
three = all([[[]]])

print(f"{one}, {two}, {three}")

What does this Python code print?
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Warm-up Quiz

one = all([])
two = all([[]])
three = all([[[]]])

print(f"{one}, {two}, {three}")

What does this Python code print?

Answer: True, False, True
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Warm-up Quiz

one = all([])
two = all([[]])
three = all([[[]]])

print(f"{one}, {two}, {three}")

What does this Python code print?

Answer: True, False, True

Returns True except if
any element of the iterable
evaluates to False
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Warm-up Quiz

one = all([])
two = all([[]])
three = all([[[]]])

print(f"{one}, {two}, {three}")

What does this Python code print?

Answer: True, False, True

Returns True except if
any element of the iterable
evaluates to False

Empty list ⇒ True
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Warm-up Quiz

one = all([])
two = all([[]])
three = all([[[]]])

print(f"{one}, {two}, {three}")

What does this Python code print?

Answer: True, False, True

Returns True except if
any element of the iterable
evaluates to False

Inner, empty list evaluates
to False ⇒ False
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Warm-up Quiz

one = all([])
two = all([[]])
three = all([[[]]])

print(f"{one}, {two}, {three}")

What does this Python code print?

Answer: True, False, True

Returns True except if
any element of the iterable
evaluates to False

Inner, non-empty list
evaluates to True ⇒ True
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Motivation

■ Limitations of approaches seen so far
(e.g., fuzzing, symbolic execution)

□ Realistic object construction

□ Complex API usage

□ Mock setup

□ Natural language understanding

(e.g., docs, issues)

□ Relies on manually designed heuristics to be

practical
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LLMs for Test Generation

■ Large language models

□ Trained on millions of code lines and

software-related natural language artifacts

□ Can exploit names, documentation, examples

□ Probabilistically produces idiomatic code

■ LLM as test generator:
Complements existing approaches
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Naive Example
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Naive Example

LLM guesses
input types
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Naive Example

LLM guesses
input types
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Naive Example

LLM creates
mocks that
likely differ
from actual
setup
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Overview

1. Introduction

2. Components of LLM-based
test generators

3. Case studies

Mostly based on these papers:

■ An Empirical Evaluation of Using Large Language Models for
Automated Unit Test Generation , Schäfer et al., IEEE TSE’23

■ Fuzz4All: Universal Fuzzing with Large Language Models ,
Xia et al., ICSE’24

■ Issue2Test: Generating Reproducing Test Cases from Issue
Reports, Nashid et al., ICSE’26
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Prompt Ingredients

■ Prompt = Central point to decide
effectiveness of any LLM-based
technique

■ Useful information for test generation

□ Code under test

□ Static context

□ Dynamic context

□ Natural language context
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Code Under Test

■ For unit-test generation

□ Function body, class body

■ For application-level test generation

□ Typically, can’t provide entire code base

□ Select code regions to target

• E.g., for compiler testing:

Code of recently added optimization
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Static Context

■ Code under test isn’t enough

■ Other useful information

□ Imports to access the code under test

□ Relevant types

• E.g., argument types of function under test

□ Call graph neighbors of function under test

• Callers help LLM reach the code to test

• Callees help LLM understand cases to cover
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Existing Tests

■ Most projects have custom
conventions

□ Naming conventions

□ Folders to store tests

□ Assertion styles

■ Providing existing tests helps LLM

□ Understand conventions

□ Adapt generated tests to them
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Example

“Same” test,
but using
different
conventions
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Project Environment

■ Many invalid tests due to
environment issues

■ Useful information to provide

□ Programming language and version

□ Test framework and runner

□ Installed test dependencies

□ Import paths and package layout
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Dynamic Context

■ In addition to static context:
Information from executions of project

■ Examples
□ Current coverage:

Which code is lacking coverage?

□ Current test execution outcomes:

Which tests fail (and hence, should not be used

as an example)?
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Natural Language Context

■ Main strength of LLMs:
Understands unstructured, NL data

■ Useful context depends on testing
goal

□ Unit testing → API docs

□ Targeted testing → Description of feature to test

□ Change validation → Description of PR
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Oracle Problem

■ How to know what’s the expected
behavior?

□ Arguably, hardest problem in automated testing

■ Approaches

□ Generic oracles (e.g., crashes)

□ Create passing assertions and use for

regression testing

□ For issue-reproducing tests:

Want failing tests (that fail for the right reason)
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Guidance via Feedback

■ Single-shot test generation is limited

■ Iteratively improve tests via feedback

□ Static errors (e.g., syntax, compilation)

□ Runtime errors

□ (Missing) coverage
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Static Errors: Example
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Static Errors: Example

Fix undefined references
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Runtime Errors

■ Generated tests may fail for different
reasons

■ Assertion failures

□ Maybe intended (e.g., when creating

issue-reproducing tests)

□ Maybe unintended (e.g., when creating

regression tests)

■ Other failures
□ Typically, want to fix them
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Runtime Error: Example
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Runtime Error: Example

AttributeError: ’int’ object has no attribute ’strip’
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Overview

1. Introduction

2. Components of LLM-based
test generators

3. Case studies

Mostly based on these papers:

■ An Empirical Evaluation of Using Large Language Models for
Automated Unit Test Generation , Schäfer et al., IEEE TSE’23

■ Fuzz4All: Universal Fuzzing with Large Language Models ,
Xia et al., ICSE’24

■ Issue2Test: Generating Reproducing Test Cases from Issue
Reports, Nashid et al., ICSE’26
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Case Studies
System Goal Generated

Artifact
Desired
Outcome

TestPilot Generate
unit tests
for APIs

JavaScript unit
tests with
assertions

Tests pass and
exercise relevant
API behavior

Fuzz4All Fuzz
systems
with
structured
inputs

Programs,
formulas, other
structured inputs

Inputs are valid;
some expose
crashes or bugs

Issue2Test Reproduce
reported
issues

Regression test
derived from an
issue report

Test fails on the
buggy version
for the right
reason
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Case Studies
System Goal Generated

Artifact
Desired
Outcome

TestPilot Generate
unit tests
for APIs

JavaScript unit
tests with
assertions

Tests pass and
exercise relevant
API behavior

Fuzz4All Fuzz
systems
with
structured
inputs

Programs,
formulas, other
structured inputs

Inputs are valid;
some expose
crashes or bugs

Issue2Test Reproduce
reported
issues

Regression test
derived from an
issue report

Test fails on the
buggy version
for the right
reason
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TestPilot: Overview
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TestPilot: Examples

Prompt

Completion
by LLM
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TestPilot: Examples

Fails because actual value is
“United States of America”
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TestPilot: Examples

Adding usage
example to
prompt



26

TestPilot: Results

Evaluation on 25 JavaScript libraries
with 1,684 API functions
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Case Studies
System Goal Generated

Artifact
Desired
Outcome

TestPilot Generate
unit tests
for APIs

JavaScript unit
tests with
assertions

Tests pass and
exercise relevant
API behavior

Fuzz4All Fuzz
systems
with
structured
inputs

Programs,
formulas, other
structured inputs

Inputs are valid;
some expose
crashes or bugs

Issue2Test Reproduce
reported
issues

Regression test
derived from an
issue report

Test fails on the
buggy version
for the right
reason
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Fuzz4All: Overview
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Fuzz4All: Overview
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Fuzz4All: Example



30

Fuzz4All: Results

■ Applied to 9 applications accepting 6
input formats

■ Achieves higher coverage than
existing language-specific fuzzers

□ 36.8% average improvement over baselines

■ Found 98 bugs in widely used systems

□ Including GCC, Clang, Z3, CVC5, OpenJDK,

and Qiskit
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Case Studies
System Goal Generated

Artifact
Desired
Outcome

TestPilot Generate
unit tests
for APIs

JavaScript unit
tests with
assertions

Tests pass and
exercise relevant
API behavior

Fuzz4All Fuzz
systems
with
structured
inputs

Programs,
formulas, other
structured inputs

Inputs are valid;
some expose
crashes or bugs

Issue2Test Reproduce
reported
issues

Regression test
derived from an
issue report

Test fails on the
buggy version
for the right
reason
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Issue2Test: Overview
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Issue2Test: Results

■ Evaluated on 276 GitHub issues from
SWT-bench-lite

■ Reproduces 30.4% of issues at
5.21 cents per issue (GPT-4o-mini)

□ Including 20 issues missed by all four prior

techniques
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Limitations

■ Hallucinations

□ LLM invents non-existing functions/classes

■ Unrealistic tests

□ Over-mocking

□ Not integrated into existing test suite

■ LLM costs



35

Comparison with Other Techniques

Dimension Random
testing

AFL-style
fuzzing

Symb.
exec.

LLM-based

Systematic
exploration

Low Medium High Low

Aware of domain or
project context

Low Low Medium High

Realistic
usage/setup

Medium Low Low High

Use of NL
information

Low Low Low High

Cost per generated
input/test

Low Low High High
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Open Research Problems

■ Oracle problem

□ How to reliably “guess” the developer’s intent?

■ Using coverage feedback

■ Combining symbolic and LLM-based
techniques

■ Change validation

□ How to test specific code changes?


